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ABSTRACT
The ability to efficiently process a significant amount of continu-
ously updated spatial data is mandatory for an increasing number
of applications and exploiting the parallelism available on CPUs
gives an additional advantage in dealing with that challenge. A re-
cent evolution of this trend entails the use of other hardware com-
monly found in modern computers, namely the graphics processing
unit (GPU), to achieve even higher parallelism.

In this paper we focus on solving repeatedly a set of queries with
respect to a set of objects when the spatial extents of both are con-
tinuously modified. We propose two algorithms to deal with this
problem, both based on space partitioning and the use GPU to ac-
celerate the spatial join computation. The first one partitions the
workload according to a dynamic grid based on the size of queries
to avoid splitting them, whereas the second one periodically de-
cides the granularity of the grid and split queries accordingly. To
deal with the peculiarity of GPU memory access optimization, we
use a non-trivial organization of data in GPU memory that allows
for limited use of locked memory access and enhanced memory
throughput.

This is the first work that exploits GPUs to efficiently solve it-
erated spatial join queries on continuously moving objects. The
comparison of the our GPU based implementation with state-of-
the-art CPU based implementations highlights significant gain even
with modest GPUs: 10x to 24x depending on the dataset, and 40x
or more neglecting the transformation of the results in a format
suitable for disclosure. We observe that this is the case when in-
termediate results are reused for further computations, e.g., when
processing multi-joins.

1. INTRODUCTION
An increasing number of applications rely on the processing of

massive spatial workloads. Specifically, we consider applications
in settings where spatial data is continuously produced and needs
to be processed rapidly, such as mobile phone infrastructures, Mas-
sively Multiplayer Online Games, and behavioral simulations where
the behaviors of agents may affect the behaviors of other agents
within a given range.
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In these applications, very large populations of continuously mov-
ing objects frequently update their positions and issue queries for
other objects within their range. The resulting massive workloads
pose new challenges to data management tehniques.

Figure 1 shows an instance of this setting with three objects. The
object positions are represented as circles with the object ids in-
side. Updates are shown as previous (in gray) and new positions
connected by arrows labeled u1, u2, u3, and queries are whown as
rectangles, labeled q1, q2, q3. The result of query q3 when executed
after u2 is {o2, o3}.

Figure 1: Moving objects, queries, and position updates.

To enable parallel processing and optimizations and thus con-
tend with the targeted workloads in a scalable manner, we partition
time into ticks, assign the location updates and range queries to the
ticks in which they occur, and process the updates and queries in
the resulting batches such that we report query results as of the ends
of ticks. This approach has the effect of replacing the processing
of a large number of single, asynchronous queries with the period-
ical processing of a spatial joins between the object positions as of
the end of a tick and the range queries that have arrived duing the
tick. As the joins are computed at the end of each tick, we must
contend with iterated spatial joins. The approach trades (slightly)
delayed processing of queries for increased throughput, and special
attention is needed to ensure that the delays are acceptable.

To achieve high performance, we exploit a platform encompass-
ing an off-the-shelf general-purpose microprocessor (CPU) cou-
pled with a Graphics Processing Unit (GPU) that features thou-
sands of processing cores. To benefit from the computational power
of a GPU, particular limitations of their architecture must be taken
into account. Specifically, the individual GPU cores are slower than
those of a typical CPU and have memory access limitations that
may cause contention. Effective query processing techniques must
contend with these limitations and must ensure coordination among
the many cores.

We present two algorithms for the computation of iterated spa-
tial joins on GPUs whose simplicity allows for easy and elegant
parallelization. Both algorithms partition the problem space into
independently solvable problems according to a grid. They dif-
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fer in the way they process queries: the first algorithm processes
each query as a single piece of work and resizes the grid as needed,
wheres the second algorithm splits the queries according to a fixed
grid. Both algorithms exploit the GPU to pre-process the data such
that objects in the same grid cell are stored consecutively to opti-
mize memory access. Further, to avoid the use of blocking writes
and to ensure high throughput, both compute the query results in
two phases using a particular intermediate representation based on
bitmap vectors.

We report on an experimental study of the algorithms. Bench-
mark comparisons with state-of-the-art CPU based implementa-
tions show that both algorithms achieve significantly better perfor-
mance and excellent scalability with respect to the size of the data
and the results.

To the best of our knowledge this is the first work that exploits
GPUs to efficiently solve iterated spatial join queries on continu-
ously moving objects. The few existing works that use GPUs for
spatial query processing consider substantially different problems,
as detailed in Section 6.

Our contributions can be summarized as follows:

• we propose a bitmap-based intermediate data structure to
support a novel two-steps approach that allows to perform
operations that concurrently write interlaced list of results
using coalesced memory access and to avoid race conditions;

• we propose, using the above contributions, the first known
algorithms for Iterated Spatial Join computation on GPU;

• we run extensively experiments that show the significant per-
formance gain of the proposed approach wrt the best known
competitor on CPU.

We proceed to describe the problem setting and state the problem
addressed, in Section 2. Then we cover the architectural specifics
of GPUs and related work in Section 6. In Section 3, we present
the new GPU-based interated spatial join algorithms. Section 4
covers computational complexity analysis modeling, and Section 5
presents an experimental study that uses a benchmark for compar-
ing the proposed algorithms with the best existing algorithms for
iterated spatial joins.

2. PROBLEM SETTING AND STATEMENT
We proceed to provide definitions that capture the problem set-

ting and the problem that we aim to solve.

2.1 Problem Setting
We consider a set of points O = {o1, . . . , on} moving in two-

dimensional Euclidean space R2, where the position of object oi is
given by the function posi : R≥0 → R2 mapping time instants into
spatial positions.

These points model objects that issue position updates and range
queries as they move. Let Pi = 〈pt0i , . . . , p

tk
i , . . .〉, tj < tj+1,

be the time-ordered sequence position updates issued by oi, where
p
tj
i = posi(tj) is a position update. A range query issued by object
oi at time t is denoted by qti = (xa, xb, ya, yb), where (xa, ya) and
(xb, yb) are the lower left and upper right corners of a rectangle.
Thus, Qi = 〈qt0i , . . . , q

tk
i , . . .〉, tj < tj+1, is the time-ordered

sequence of queries issued by oi.
Given the above, the most recently known position of oi at time

t, t ≥ t0, is denoted as p̂ti and defined as follows.

p̂ti = p
tk
i ∈ Pi if tk < t ≤ tk+1

Similarly, the most recent query issued by oi at time t, t ≥ t0, is
q̂ti .

q̂ti = q
tk
i ∈ Qi if tk < t ≤ tk+1

We assume that the processing of a query can be delayed to a cer-
tain extent in order to optimize the overall system throughput. We
process queries using the most up-to-date information available.

DEFINITION 1. [Result set of a range query]
The result of query qti when computed at time t′, t′ ≥ t ≥ t0, is
denoted by res(qti , t

′) and is defined as follows.

res(qti , t
′) = {oj ∈ O | p̂t

′
j ∈s qti},

where p̂t
′
j ∈s qti denotes that p̂t

′
j = (x, y) belongs to the query

rectangle qti , i.e., xa ≤ x ≤ xb and ya ≤ y ≤ yb.

Assuming that updates u1, . . . , u3 in Figure 1 are the most recent
ones before t′, we have res(qt3, t′) = {o2, o3}, which includes also
object o3 that issued the query.

2.2 Batch Processing
To obtain high throughput when facing massive workloads due

to frequent updates and queries issued by very large populations
of moving objects, we quantize time into ticks with the objective
of processing updates and queries in batches on a per-tick basis.
Assuming that the initial time is 0 and the tick duration is ∆t, the k-
th time tick τk is the time interval [k·∆t, (k+1)·∆t). Specifically,
we aim to collect the updates and queries that arrive during a tick
and process the updates and then the queries at the end of the tick.
For simplicity and to be specific, we assume a setting where an
unanswered query issued by an object becomes obsolete when the
object issues a new query. Thus, if an object submits more than
one update and query during a time tick, only the most recent ones
are processed. It is straightforward to also support scenarios where
queries never become obsolete.

We define P τk = {p̂(k+1)·∆t
i , . . . , p̂

(k+1)·∆t
n } as the current po-

sitions of the objects at the end of the k-th tick. We also denote by
Qτk = {qτk1 , . . . , q

τk
n } the most recent queries issued during the

k-th tick. More formally:

q
τk
i =

{
q̂

(k+1)·∆t
i If object oi issues any query during the tick

⊥ otherwise

Figure 2 captures the temporal aspects of the previous example.
The timeline is partitioned into ticks of duration ∆t. Objects is-

Figure 2: Timeline

sue updates and queries independently and asynchronously. For
example object o3 sent a query and an update separately. Incoming
updates and queries are batched based on the ticks. For example,
update ux belongs to the batch of τ2. The batches are processed at
the end of their tick. Thus, all updates and queries that arrived dur-
ing τ1 are processed at the end τ1. The result of a query is available
when the processing of its batch finishes (at time tf ).
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2.3 Query Semantics
The procedure for computing queries as described above ensures

serializable query processing and implements the timeslice query
semantics, where query results are consistent with respect to the
database state at a given time, usually the time when the query pro-
cessing begins. This is a popular choice in traditional databases and
is commonly adopted in related work [7–9, 14].

We process updates and queries in batches, and thus query re-
sults are consistent with the database states at the boundaries of
ticks when the processing of batches begin. When the computation
finishes (e.g., at tf for the first batch in Figure 2), the results are
returned.

2.4 Quality of Service—Query Latency
On the one hand, the processing of updates and queries on large

batches can be expected to improve system throughput. On the
other hand, we assume that some applications, e.g., MMOG ap-
plications, are sensitive to the delays with which query results are
returned.

Thus, it is important to be able to control the latency of a query,
i.e., the time that the submitter has to wait to receive the answer
to the query. The latency is affected by the number of queries and
updates that arrive during a tick, the tick duration, and the compu-
tational capabilities of the system.

DEFINITION 2. [Latency, Queueing, Computation Time]
Assume that the execution of query qti starts at time t′ and finishes
at time tf . We define the following durations: latency(qti) = tf −
t, queueing(qti) = t′ − t, and computation(qti) = tf − t′.

In Figure 2, latency(q3) = tf − t. Note that the object update
ux occurs at time tu that is after the start of the computation of
q3 and before the end. This update is not considered. This is not
an issue, since the result is consistent with the state at the time t′

when the query started to execute. We assume that updates are
processed instantaneously as they arrive. Updates that arrive when
query procesing is in progress are queued for a short duration as
needed to ensure consistent query results. At the end of a tick, all
updates are in place so that we can safely start the query processing.

We can now generalize the concept of latency to all the queries
during a tick, all executed in batch at the end of the tick.

DEFINITION 3. [Tick Latency]
The latency of the queries Qτk that arrived during the k-th tick is

defined as follows:

Tick Latency(Qτk ) = max
i∈{1,...,n}, qτki 6=⊥

latency(q
τk
i )

Given an application-dependent maximum latency threshold λ,
a system satisfies the application’s QoS Latency Requirement if for
each tick k, Tick Latency(Qτk ) ≤ λ.

The tick duration ∆t should be chosen such that even queries is-
sued at the beginning of a tick are answered within time duration λ.
Since query executions can delay till the end of the tick, the worst-
case latency is the sum of ∆t and the execution time. The following
lemma states a simple, sufficient criteria to select ∆t or to verify
whether a given execution time satisfies the latency requirement.

LEMMA 1. Let ∆tkexe be the time to process all queries in the
k-th batch. Given a tick duration ∆t and a latency requirement λ
then if ∆t+∆tkexe ≤ λ, the execution satisfies the latency require-
ments, i.e., Tick Latency(Qτk ) ≤ λ.

From the above we can derive the following sufficient condition
for Tick Latency(Qτk ) ≤ λ:

∆t > λ−∆t ≥ ∆tkexe (1)

Above, we have that ∆t > λ − ∆t because the processing of
the queries accumulated during a tick is assumed to be completed
before the end of the next tick.

The computational capabilities of a system influences the choice
of the tick duration and the fulfillment of the latency requirement
in Lemma 1.

LEMMA 2. Let β be the system bandwidth, expressed in terms
of the number of queries processed per time unit, and let Qmax
be the maximum number of queries that can occur during a tick.
Then a sufficient condition for the system to meet the QoS latency
requirement (based on threshold λ) is:

β ≥ Qmax
λ−∆t

(2)

PROOF. According to Equation 1, in order to respect the time-
liness, we have to process all queries in a time ∆tkexe such that
∆tkexe ≤ λ − ∆t < ∆t. Given the bandwidth β, the maximum
execution time to process all queries of a tick is Qmax

β
. Hence,

Qmax
β
≤ λ−∆t must hold, from which the lemma follows.

For a given latency requirement λ, if we increase the tick du-
ration ∆t, this increases Qmax and decreases λ − ∆t. So, if
we increase ∆t, in order to satisfy Equation 2, we have to com-
pute more queries in less time, and thus it may happen that band-
width β becomes insufficient to support the requested workload,
i.e., β < Qmax

λ−∆t
.

2.5 Problem Statement
With the preceding definitions in place, we can state the problem

addressed.

DEFINITION 4. [Problem Statement]
Given (i) a set of n objectsO, (ii) a partitioning of the time domain
into ticks [τk]k∈N of duration ∆t, (iii) a query latency requirement
λ, and (iv) a sequence of pairs [(Pτk , Qτk )]k∈N, where Pτk is the
up-to-date object positions at the end of τk, and Qτk is the set
of the last issued queries during τk, we define the iterated spatial
join operator ISJ applied to [(Pτk , Qτk )]k∈N to yield the sequence
[Rτk ]k∈N, where

Rτk = {(qτki , res(q
τk
i , k ·∆t)) | q

τk
i 6= ⊥ ∧ q

τk
i ∈ Qτk}.

In other words, Rτk is a set of pairs of a query and its result.
The execution time of each ISJ computation must be upper boun-

ded as follows, to satisfy the query latency requirement λ:

computation(ISJ (Pτk , Qτk )) ≤ (λ−∆t) < ∆t

Before moving to the description of the proposed methods, we
rapidly cover background information on the type of hardware that
we use to execute them.

2.6 Graphics Processing Units
GPUs are based on massively parallel computing architectures

that feature thousands of cores grouped in streaming multiproces-
sors (SMs) that offer gigabytes of high-bandwidth RAM and can be
used successfully for general purpose computing. The large num-
ber of available cores offers a potential for substantial performance
gains when compared to the performance of traditional CPUs.

However, due to the architecture of these devices, it is non-trivial
to exploit their computational power. Specifically, each GPU pro-
cessing core is slower than a typical CPU and has limitations on
its access to device memory, resulting in potential contentions un-
less specific conditions are satisfied [16]; the many cores need to
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coordinate their actions, which is non-trivial with large numbers of
cores.

Special algorithms are needed that are designed with the archi-
tecture of GPU in mind, which is not always possible or favor-
able [19]. In general, it is not possible to use an existing algorithm,
even if conceived for a multi-core CPU.

To effectively exploit the computational power of a GPU, mem-
ory accesses should have high spatial and temporal locality to en-
sure that several cores can benefit of the same memory transfers
(coalescing) and to avoid serialization of potentially parallel mem-
ory accesses (with consequent performance degradation by orders
of magnitude). Moreover, GPUs feature several types of mem-
ory ranging from registers to fast memory shared among groups
of cores, to device global memory, which is slower but of signif-
icant size and is the contact point with the host CPU. To achieve
high performance in the context of this quite complex memory hi-
erarchy, explicit management of memory transfers between the dif-
ferent memories is in some cases beneficial.

Finally, workload partitioning is paramount when designing GPU
algorithms. A GPU consists of an array of nSM multithreaded
SMs, each with ncore cores, yielding a total number of nSM ·
ncore cores. Each SM is able to run blocks of threads, with the
threads in a block running concurrently on the cores of an SM.
Since a block typically has many more threads than an SM has
cores, only a subset of the threads can run in parallel at a given time
instant. Such subsets of threads, called warps, consist of szwarp
synchronous, data parallel threads and are executed according to
an SIMD paradigm [12,16]. Due to the SIMD model, it is important
to avoid branching inside the same block of threads to assure opti-
mal use of resources. At the warp level, no synchronization mech-
anisms are needed to guarantee data dependencies among threads.

3. ITERATED SPATIAL JOINS
We first cover design considerations underlying the join tech-

niques. Then we cover indexing and present the GPU-based algo-
rithms.

When processing an iterated spatial join, the same procedure
is repeated for each tick. Thus, for the sake of readability, here-
inafter we omit the subscript that indicates the tick, and denote by
P , Q, and R, respectively, the up-to-date object positions, the non-
obsolete queries, and the result set associated with a generic tick.

3.1 Design Considerations
A brute-force approach to computing an iterated spatial join dur-

ing a tick entails O(|P | · |Q|) containment checks. By introducing
indexing, it is possible to prune pairs of query ranges and object
locations that cannot join.

When choosing or designing an appropriate index, its pruning
power is but one consideration. The cost of maintaining the in-
dex under updates is another consideration. For example, grid in-
dexes are reported to be particularly effective for update-intensive
workloads [6]. Another consideration is the number of cores and
memory hierarchy provided by the underlying computing platform.
Different indexes may be the best option for different platforms
given the same workload. With massively parallel platforms such
as GPUs, the regularity of grid indexes is attractive as it enables ef-
ficient parallel index update and querying. The location in the index
of the data related to a given region of space is known a priori.

We adopt a regular grid index. The key reason is that we find
that the parallelization benefits outweigh the potential drawbacks
caused by skewed data and queries.

We consider two approaches to computing a batch of queries at
the end of a tick. In the first, called Whole Queries (WQ), the

queries are processed as submitted on a per grid cell basis. We as-
sume that queries are homogeneous in size and intersect at choose
a grid cell size such that a query intersects at most four cells.

In the second, called Split Queries (SQ), we break the queries
into smaller queries according to the grid cells they overlap and
then process the smaller queries in a coordinated fashion. While the
splitting yields more queries, it can also yield fewer containment
checks.

3.2 Grid-Based Partitioning and Indexing
Let G = (xGa , y

G
a , x

G
b , y
G
b ) be the minimum bounding rectangle

that contains all objects and query locations during the tick. We
cover G by a regular grid and thus partition G into cells [11]. Then
we enumerate the cells using a space-filling curve and map object
locations and queries to cells as detained next.

DEFINITION 5. [MBR partitioning into a regular grid]
We partition G according to a grid C of N ·M cells of with W and
height H such that cell cij covers the following region:

(xGa + i ·W, xGa + (i+ 1) ·W, yGa + j ·H, yGa + (j+ 1) ·H),

To ensure that the grid covers G, constants N , M , W , and H are
chosen so that xGa +N ·W ≥ xGb and yGa +M ·H ≥ yGb hold.

Next, we assume that the cells are enumerated according to the
standard z-curve function such the the index of cell cij is z(i, j).

DEFINITION 6. [Mapping of Objects and Queries]
Function f : P → C maps each object in P to the cell that contains
the object. Function g : Q → C maps each query in Q that is
distinct from ⊥ to the cell that contains its lower left corner, called
its primary cell.

3.3 Query Processing Pipeline

3.3.1 Design Issues and Overview
We present two GPU-based query processing techniques. Both

utilize the grid index described in the previous section. This in-
dex is easy to build at each tick and enables pruning during query
processing.

Five main design issues underline our GPU-based solution. (i)
We have to distribute the workload evenly among the GPUs’ SMs;
(ii) we have to avoid contention/serialization when accessing the
GPU device memory and must favor locality to fully exploit the
complex GPU memory hierarchy; (iii) when possible, we have to
apply data compression of the GPU output, which can be very large
and much larger than the input for our problem; (iv) we have to
avoid expensive synchronization among concurrent threads; and
(v) we have to choose the unit of parallelization (either objects or
queries, or partitions of queries).

Our pipeline encompasses five phases: index creation, moving
object and query indexing, sorting, filtering with bitmap encoding,
and bitmap decoding. Each phase takes advantage of tight coopera-
tion between the GPU and the CPU. We exploit temporary bitmaps
that encode the the query result for a tick to addresses design issues
(ii) and (iv).

3.3.2 Bitmap Representation of Query Results
A main issue is how to orchestrate the input/output between the

CPU and the GPU, i.e., how to produce and collect the query result
R for a time tick according to the required format: a set of pairs
consisting of the object identifier of a query and a set (or list) of
identifiers of the objects that are in the query result.
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We adopt a multi-step strategy, which is common in the GPGPU
field [5, 17]. The first step is to build a bitmap to store R. For
each cell C ∈ C, we store a 2D bitmap BC , where rows represent
queries assigned to C and column objects in C. The element bCij
is set to 1 if the j-th object is in the result of the i-th query. This
bitmap can be built in parallel by concurrent GPU threads.

The common linearized, row-major layout, shown in Figure 3,
where the bits of each row are grouped in words b1, . . . , bp, yields a
scattered access to the device memory when multiple GPU threads,
each in charge of computing a distinct query, create the bitmap.

...........

..........

.........

.........

Figure 3: Bitmap layout with contiguous bit-vector words.

To achieve spatial locality and to coalesced memory accesses and
thus improve the GPU’s memory throughput, we adopt an interme-
diate step in which we produce an alternative, interlaced layout,
shown in Figure 4. From this, we subsequently generate the con-
tiguous layout.

.........

.........

..........

...........

Figure 4: Bitmap layout with interlaced bit-vector words.

Once the linearized bitmap is produced, the process ends by gen-
erating the result sets in parallel. This output is finally transferred to
the CPU. We call the steps to produce the bitmaps “encoding” and
call the steps needed to generate the final result sets “decoding.”

3.3.3 Index Creation
In index creation, the minimum rectangle G that bounds all ob-

jects and queries during the tick is first determined. Then the grid
index C that partitions G is created. This is done by simple re-
ductions over P and Q. The overall complexity for both steps is
O(|Q|+ |P |).

The index creation differs for the two query processing strate-
gies.
Whole Queries. This strategy requires careful dimensioning of
the grid cell size, the objective being to minimize the number of
cells to inspect when computing a query. To compute all queries
with primary cell cij , we have to inspect the neighboring cells with
which the queries intersect.

Given a set Q consisting of queries qi = 〈xai , xbi , yai , ybi 〉, we

define a cell size W ·H as follows:

W = max
i=1,...,|Q|

(xbi − xai ) H = max
j=1,...,|Q|

(ybi − yb1)

Given the minimum rectangle G that bounds all objects and queries,
we chooseN andM such that we obtain a regular grid C withN ·M
such cells that covers G.

We denote the range of function g (recall Definition 6) by CA
and call it the set of active cells.

If g maps a query q to (primary) cell cij , three other cells may
intersect q: ci(j+1), c(i+1)j , and c(i+1)(j+1). Thus, up to four cells
need to be visited to compute a query. Figure 5 illustrates this sce-
nario.

00

10 11

01
q2

q1

q3

1

2

3

(x1,y1)

(xa1,y
a
1)

(xb1,y
b
1)

(xb3,y
b
3)

(xb2,y
b
2)

(xa3,y
a
3)

(xa2,y
a
2)(x3,y3) (x2,y2)

Figure 5: Grid partitioning of the space

Split Queries. Using this strategy, the cell size significantly affects
the performance. Large cells imply lower selectivity and result in
many objects to be considered per range query, and skewed data
can yield an uneven workload distribution. Small cells imply that
more intersecting and covering subqueries are created for a range
query, which increases the amount of work offloaded to the CPU
through the covering subqueries set (to be detailed in Sections 3.3.4
and 3.3.7).

We choose the cell sizeW×H , and the number of cellsN ·M in
the regular grid C that covers G, by using an iterative optimization
technique that executes the join several time with different cell sizes
on a small data sample. To determine the starting values for the grid
parameters, we use a heuristic based on object density that tries to
limit the presence of over- and undercrowded cells. This is done
during the first tick and can be repeated if change occurs in the
underlying data distribution (e.g., as witnessed by a performance
degradation beyond a given threshold).

3.3.4 Moving Object and Query Indexing
Having determined the format of index C, we assign objects and

queries (and subqueries) to cells. This is an embarrassingly par-
allel task that is naturally offloaded to the GPU. It has an overall
complexity of O(|Q|+ |P |).

While the objects are always indexed by function f (recall Def-
inition 6), the query indexing differs for our two strategies. For
Whole Queries, we simply apply function g to each query, which
assigns queries to their primary cells. For Split Queries, we cre-
ate a set of subqueries for each query we have to create a set of
subqueries based on grid C and assign the subqueries to cells.
Split Queries. Given a query q ∈ Q and a grid index C, we parti-
tion q according to C, obtaining a set of rectangles that cover a cell
and a set of rectangles that intersect (but do not cover) a cell. Doing
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this for all queries in Q, we obtain a decomposition of Q into a set
of covering rectangles Q̂C and a set of intersecting rectangles Q̂I .

3.3.5 Sorting
During this phase, we reorder P and Q (or Q’s subqueries) ac-

cording to their cells. The goal is to store the objects and queries
(subqueries) assigned to the same cell in contiguous memory lo-
cations, in order to improve spatial locality during the subsequent
phases.

Whole Queries. For the Whole Queries strategy, we need to
consider the objects in up to three other cells than the cell of the
query. Thus, to benefit from spatial locality between data assigned
to such neighboring cells, we ordered them according to the spatial
proximity preserving z-curve.

The sorting phase can be implemented very efficiently by adopt-
ing a GPU-based sorting algorithm. In particular, we use radix-
sort [5]. The complexity of this step is thus O(d · (|Q| + |P |)),
where d is the base used when sorting keys.

Split Queries. When the Split Queries strategy is adopted, com-
munication from the GPU to the CPU occurs at the end of the sort-
ing. More specifically, the lists of objects in the active cells are
downloaded to the CPU in the background, while the GPU pro-
ceeds with the subsequent phases. This is motivated by the high
probability that a subquery completely covers a grid cell. When we
discover a covering subquery, we can simply transmit the identifier
of the cell to the CPU, since the CPU is already aware of the identi-
ties of the moving objects in the cell. We can view this transmission
optimization as a sort of compression of the result set returned to
the CPU.

3.3.6 Filtering with Bitmap Encoding
This phase actually computes the range queries against the object

positions. We initially focus on the Whole Queries strategy and
cover the Split Queries strategy at the end.

In the first step, determine the sizes of the bitmaps to be asso-
ciated with each active cell. Specifically, the size of the bitmap
for cell cα is nqα · npα, where nqα is the number of queries that
map (by g) to Cα and npα is the number of objects that can be in
the range of a query in cα. Thus, npα is the number of objects in
four cells: the (primary) cell Cα = Cz(ij) and its three neighbor-
ing cells cz(i(j+1)), cz((i+1)j), and cz((i+1)(j+1)), where z is the
z-curve function.

The values nqα and npα can, for all k, be computed in parallel
over the ordered vectors obtained during the previous phase, using a
GPU-based parallel scan algorithm. At the end, along with the sizes
of the bitmaps, we also compute the starting addresses in global
memory for the various bitmaps for each index cell.

We are finally ready to compute the spatial joins in parallel. Our
GPU parallelization of the filtering and encoding phase is decom-
posed into two stages: Interlaced bitmap generation and bitmap
linearization.

Interlaced bitmap generation. We have a distinct block of GPU
threads for each active index cell Cα. Each thread in a block is in
charge of computing a distinct query assigned to Cα.

Since there are usually many more threads/queries in a block
than cores in an SM, only a subset of them can run in parallel at a
given time. These subsets of threads are called warps and consist of
szwarp synchronous threads (32 data-parallel threads in our GPU
setting).

All the threads of a warp access the device memory in an opti-
mized way: they read the same input data (object positions) syn-
chronously and access them consecutively (spatial locality). They
first access the objects in cα = cz(ij), then the objects in cz(i(j+1)),

then those in cz((i+1)j), and finally those in cz((i+1)(j+1)). More-
over, all threads write simultaneously words that are stored con-
secutively in memory, thus favoring coalescing of memory writes,
which improves device memory bandwidth utilization.

In more detail, all threads read the same sequence of object po-
sitions and update locally a 32 bit-wide register that contains the
bitwise information about the presence/absence of 32 distinct ob-
jects in its own range query. When the threads in a warp have all
completed the updating of their registers, all the threads store them
simultaneously to the device memory at the right memory displace-
ment. They then start computing the next words/registers, etc.

This process is illustrated in Figure 6, which shows the interlaced
bitmap representation and a block of szwarp columns that are col-
lectively updated by a warp. Each column contain the 32 bit-wide
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Figure 6: Collective creation of a interlaced bitmap by a block of
GPU threads.

words, b1, . . . , bp, associated with each query q. The first words
(the b1’s) associated with the various queries and computed by
the warp’s threads are stored simultaneously in memory at time 1.
Then at time 2, the same holds for the second words ( the b2’s), etc.
The words updated simultaneously by the threads are stored con-
secutively due to the interlaced layout of the bitmap. This permits
coalesced writing of data by the synchronous warp threads.

Bitmap linearization. To simplify the decoding of the infor-
mation stored in the bitmaps, the interlaced bitmap is linearized in
this second stage of the filtering phase. In the resulting layout, the
bit-vectors associated with each query have their words arranged
consecutively in memory, which favors read coalescing during the
decoding phase.

This transformation can be done through a fairly simple GPU
kernel. The process carried out by this GPU kernel is illustrated
in Figure 7 that shows the work of a single warp with szwarp
threads. All the synchronous threads cooperate to transpose blocks
of words, one block at a time. Each block is made up of szwarp ×
szwarp words. The linearization of a block of words is carried out
in two steps:

1. First, all the szwarp threads read in parallel the bitmap words
associated with the queries assigned to them (a row of the in-
put block of words at a time). The threads proceed until the
end of the block (for szwarp rows of the block). While read-
ing words associated with queries, each thread incrementally
prepares a linearised block of word in a temporary buffer
stored in the fast shared memory that is available to each SM.

2. Once the input block has been read completely and linearized
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Figure 7: Collective linearization of a group of columns by a warp
of GPU threads.

in the shared memory, the warp’s threads start their second
step, where they move the linearized block to the device
memory. The only difference is that they collaborate by writ-
ing the portions of the bitmaps associated with each query in
parallel. First they write the first row of the linearised block
in parallel, then the second, etc.

The interlaced (linearised) data structure stored in the device
memory allows for coalescing since the threads, depending on the
phase, access words stored consecutively in parallel. Moreover,
even if the shared memory resource is limited, this blocked lin-
earization does not saturate the shared memory occupancy.

Finally, each distinct warp is in charge of a disjoint group of
columns (rows) of the interlaced (linearised) bitmap matrix.

Split Queries. Relatively few changes are needed to the above
pipeline for it to support Split Queries strategy. Assume that the
bitmap data structure we have to build refers to subqueries. We
then only need to consider the subqueries in Q̂I—the queries in
Q̂C do not require any computation and bitmap encoding. For each
q′ ∈ Q̂C , where q′ is a sub-query of query q ∈ Q, we simply com-
municate to the CPU a pair (q, Cα) because the CPU already knows
(since the previous pipeline phase) all the object positions in each
Cα. The communication of these pairs occurs in the background,
during the filtering, encoding of the subqueries, and decoding of
the corresponding results in Q̂I .

The core part of this pipeline phase is similar to (and even sim-
pler than) that of the Whole Queries strategy. The only objects that
can be in a (sub)query range are the objects in the same cell as the
(sub)query.

3.3.7 Bitmap Decoding
The previous phase outputs one bitmap for each query (sub-

query), including both positive and negative occurrences of all ob-
ject positions associated with a given index cell. From such a
bitmap, the bitmap decoding phase has to generate a list of object
identifiers corresponding to the positive occurrences. With the Split
Queries strategy a query is split into sub-queries, for each of which
a separate list of object is generated, containing the correspond-
ing positive occurrences. The lists related to the sub-queries of the
same query have no element in common and preserve the identifier
of the original query, so it is trivial to merge them to obtain the
complete result.

It would be possible to transfer the linearised bitmaps from the
GPU to the CPU and let the latter perform the decoding. How-
ever, the decoding is a computationally intensive task that can be
massively parallelized. On the negative side, when carrying out the
decoding using the GPU, we must transfer the results to the CPU.
In sum, given the bandwidths of the buses through which CPUs
and GPUs communicate, we choose to perform the decoding on
the GPU.

We adopt a classical [15] solution to overlap the overhead of the
communication between the CPU and the GPU with the computa-
tion on the GPU. In particular, we overlap the GPU’s decoding of
a bitmap chunk to produce a portion of the result, with the com-
munication of another portion of the result, previously decoded by
the GPU. A chunk is a subset of all the linearized bitmaps, pro-
duced by the previous pipeline stage for each index cell. To this
end, we employ a double buffer technique. One buffer is used for
GPU-based decoding of a chunk, while the other is used for trans-
mitting already decoded results from the GPU to the CPU. Then,
we exchange the roles of the buffers. This kind of overlapping is
possible thanks to the hardware capabilities of GPUs, which allow
simultaneous kernel execution and data transfer.

Each bitmap is decoded by a specific block of threads that are
scheduled in warps over an SM. Queries are statically split among
warps, the threads of which cooperate to decode the queries. First
the threads load the bit vector words of the currently considered
query into shared memory. Since the words are consecutive in
memory in the linearized layout, the parallel reads are coalesced.
Then, through a parallel double linear scan, the warp identifies the
numbers of the object identifiers (positive query results) to write to
the device memory along with the right displacements.

The linear scan avoids bank conflicts, by exploiting the broad-
cast capability of shared memories, and it scales with respect to the
size of the query bitmap. Once this information is computed, ev-
ery thread inside a warp performs a collective write of the positive
query result to global memory, exploiting write coalescing. This
means that each thread in a warp writes consecutive words, each
one containing the identifier of an object in the result set.

4. COMPUTATIONAL COMPLEXITY
We have proposes two different query processing strategies that

we expect will excel for different workloads. We proceed to char-
acterize their (per tick) complexity analytically.

Recall that P ,Q, andR denote the up-to-date moving object po-
sitions, the non-obsolete queries issued by the objects, and the com-
plete result set associated with a generic tick, respectively. Since
only active cells CA have to be considered when computing the
results, we denote by P c, Qc, and Rc, respectively, the objects,
queries, and positive results associated with an active cell c ∈
CA ⊆ C. In addition, since for the Split Query strategy we ob-
tain from Q two sets of covering/intersecting rectangles Q̂C and
Q̂I , we denote by Q̂cC and Q̂cI , respectively, the covering and inter-
secting parts of queries associated with each active cell c.

4.1 Whole Query Strategy
The index creation phase has complexityO(|P |+|Q|), while the

sorting and indexing phases have complexity O(|P |) and O(|Q|),
respectively. More details on these complexities are available in
Section 3.

The filtering phase complexity is given by:∑
c∈CA

|Qc| · |P c| (3)

Equation 3 captures the number of containment tests needed to
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compute the results, which are in turn given by the sum of the con-
tainment tests required by each single active cell. We observe that
this number is minimal when objects are partitioned equally among
cells, and maximal when all the objects are in one cell.

The decoding phase complexity is given by:

|R|+
∑
c∈CA

|Qc| · |P c|, (4)

where the first term is due to the output of the positive result set
on the GPU side, and the last term is entailed by the access, for
each cell c ∈ CA, to the |Qc| bitmaps, each containing |P c| bits.
The decoding is thus at least as complex as filtering, and the two
complexities are equal only when the result set is empty.

We observe that the choice of parameters can affect the filtering
and decoding complexity, which decrease with the size of the cells.
Indeed, the Whole Queries strategy selects the smallest value such
that all the queries are smaller than the grid cells, and it is not pos-
sible to further decrease the cell size, due to the decision to not split
the queries.

4.2 Split Query Strategy
The splitting of queries into covering and intersecting parts al-

ters the complexity of the phases in the pipeline with respect to
the first strategy. The index creation phase considers only moving
objects and thus has complexity O(|P |). The 3-pass subquery cre-
ation phase has complexity O(|Q|) in the counting pass, while the
complexity is O(|Q| + |Q̂I |) and O(|Q| + |Q̂C |), respectively, in
the second and third passes.

The indexing and sorting phases are as for the first strategy when
considering the objects. For queries, we instead only have to con-
sider the intersecting parts (Q̂I ) because the contained parts (Q̂C )
are handled by the CPU. Hence, the complexity is O(|Q̂I |) in both
cases.

The complexity of the filtering step is obtained from Equation 3,
keeping in mind that only the intersecting query parts are consid-
ered: ∑

c∈CA

|Q̂cI | · |P c|. (5)

The complexity of the decoding phase is derived from Equa-
tion 4, considering that covering query decoding happen separately:∑

q∈Q̂C

|Rq|+
∑
q′∈Q̂c

I

|Rq′ |+
∑
c∈CA

|Q̂cI | · |P c|, (6)

where the first term is related to the expansion of the result sets of
covering subqueries on the CPU side. Given that the first task can
be overlapped with tasks at the GPU side, its cost has little or no
impact on the overall running time. The second term is due to the
output of the positive result set on the GPU side and the last term
is due to the access, for each cell c ∈ CA, to the |Q̂cI | bitmaps, each
containing |P c| bits.

A key difference with respect to the Whole Queries strategy is
that there is no lower bound for the selection of the cell size. De-
creasing the cell size still entails a smaller number of containment
tests, even if the number of queries to manage is larger.

However, it should be noted that this possibility to arbitrarily de-
crease the filtering cost is only apparent. The fragmentation of the
intermediate results in a large number of small bitmaps influences
the overall running time negatively, due to inefficient computational
resource usage and scattered memory access. Indeed, there is a a
trade-off between decreasing the number of operations that are ex-
ecuted and optimizing parallelism and memory access costs.

4.3 Cost for Uniform Spatial Distributions
The formulas in Sections 4.1 and 4.2 are independent of the dis-

tributions of points and queries, since the refer to queries (Qc) and
points (P c) occurring in each cell. However, a skewed distribu-
tion of the data across the grid negatively affects the effectiveness
of the parallelization, due to the unbalanced use of GPU resources.
Because it is difficult to capture this potential loss of parallelism
analytically, we restrict the attention to moving objects whose po-
sitions are distributed uniformly and that issue fixed-sized square
range queries centered at their position with a given probability. In
this scenario, it is possible to derive a set of formulas that are based
on the following parameters: the object spatial density ρ, expressed
as objects per areal unit; the query rate qr, expressed as the prob-
ability that an object issues a query during a time tick; the query
area qa; the grid cell area ca; and the total number of cells nc.

The number of objects is |P | = ρ · ca · nc, and the expected
number of queries per tick is |Q| = |P |·qr = ρ·ca·nc·qr. The cost
associated with the Whole Queries approach isO(ρ·ca·nc·(1+qr))
for index creation,O(ρ·ca·nc·qr) for sorting and indexing queries,
and O(ρ · ca · nc) for points. For filtering and decoding, the total
cost can be computed by the expected cost of a cell multiplied by
the number of cells. Further, the average number of points per cell
is ρ · ca, the average number of queries per cell is qr · ρ · ca, and
the average number of results per query is qa ·ρ. Thus, the cost can
be derived from Equation 3 for filtering, obtaining

O(nc · qr · ρ2 · ca2) (7)

and from Equation 4 for decoding, obtaining

O(nc · qr · ρ2 · ca2 + nc · qr · ρ2 · ca · qa). (8)

This analysis can be adapted also for the Split Queries strategy,
starting from its equations and considering that it is possible to de-
rive the number of intersecting and covering queries from geomet-
ric measures of queries. Given a specific set of queries and a cell
size, we can estimate the number of covering and intersecting sub-
queries as follows:

|Q̂I | ≈
∑
q∈Q perimeter(q)

cell side
;

|Q̂C | ≈
∑
q∈Q area(q)

cell side2
− |Q̂I |.

(9)

The first formula counts the cells along the query perimeters.
The second one derives from the observation that the covering sub-
queries are those corresponding to cells that are part of the query
areas, but are not along the perimeter. We observe that Equation 9
is general and is not to limited square queries and uniform spatial
distributions.

It is interesting to remark that, if data are reasonably uniform,
for both the Whole Queries strategy and Split Queries strategy, the
complexity can be derived from dataset statistics.

5. EXPERIMENTAL EVALUATION
We present an experimental evaluation that aims to offer insight

into effects of key parameters on the performance of the two pro-
posed strategies.

5.1 Experimental Setup
The experiments are conducted on a PC equipped with an Intel

Core i3 - 3.3 Ghz CPU with 4 GB RAM and an Nvidia GTX 560
GPU with 1 GB of RAM.

We exploit a publicly available framework [1, 2] for both work-
load generation and testing. The framework comes with a number
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of sequential, CPU-based iterated spatial join algorithms. Among
these, Synchronized Trasversal is shown to be consistently best [2].
We thus compare with this algorithm. We adapt the framework in
order to offload the most time-consuming tasks to the GPU.

We use three types of synthetic datasets: (i) Uniform datasets, in
which moving objects are distributed uniformly on the space; (ii)
Gaussian datasets, in which moving objects tend to gather around
hotspots; and (iii) Network datasets, in which moving objects are
uniformly distributed over the edges of a bidirectional graph repre-
senting a road network.

The skew in the Gaussian datasets depends in part on the number
of hotspots: the more hotspots, the more uniform the distribution.
Similarly, the network datasets encompass skew because the ob-
jects are constrained to a spatial network. We use a road network
for San Francisco, derived from TIGER/Line files. The workload
is created using the generator included in the framework, which is
derived from the Brinkoff generator [18].

In all tests, we compute iterated spatial joins for 20 ticks. To
model object movement, the framework thus generates 20 instances
of each dataset, one for each tick.

Table 1 summarizes the main parameters used to generate the
datasets. The parameters apply to all three types of datasets, ex-
cept that the last one applies only to the Gaussian datasets. The
framework uses a generic spatial distance unit u (e.g., meters).

Spatial region All tests occur in a square spatial region with side
length 22, 361 u.

Moving objects We vary the number of moving objects from 50K
to 1M . In some tests the number of moving objects
is fixed and the exact amount is explicitly stated in
their descriptions.

Max speed In all tests the maximum speed of an object is 200 u
per tick (∆t).

Query rate The percentage of objects that issue a range
query during every tick is set to one of
25%, 50%, 75%, 100%. Default value is 100%.

Query size All queries in a test are square and have the
same size. We vary the side length in the range
[100 u, 400 u]. Default value is 100 u.

Query location All queries in a test are centered around the object
issuing them.

Hotspot number In the Gaussian datasets we vary the number of
hotspots in the range [10, 1000]. Default value is
200.

Table 1: Data and workload generation parameters.

Our decoded results are produced in blocks, whereas for Synch-
Trasversal results are produced one by one. To avoid bias in the
performance comparison, we forced our method to report pairs, ex-
panding the lists of resulting object per query. Further we replaced
the result reporting function with an empty one to avoid costs re-
lated to result management.

5.2 Experimental Results
We first describe five studies and then report on the findings for

each study.

5.2.1 Individual Studies

S1 In the SQ approach, we partition queries according to the
grid. We study the effectiveness of the grid selection method.
We aim to determine whether the number of cells in the grid
selected by the iterative optimization method is similar to an
empirically found optimal value.

S2 In this study, we aim to observe the sensitivity of the per-
formance of each of WQ and SQ to datasets with different
skew, number of objects, and query size.

S3 Here we study the effect of the covering subquery technique
used by the SQ strategy.

S4 The final study targets the effect on execution time of the
decoding and output of results.

The studies take into account several issues that can affect per-
formance: load imbalance between the GPU SMs due to skewed
datasets and the overhead of communication between the GPU and
the CPU due to very large query results.

5.2.2 S1: Optimal Index Grid Cell Size
An important first aspect is to observe the sensitivity to the par-

ticular grid index used and to determine whether the grid selection
method for the SQ strategy is effecive. This is important for all
subsequent studies. With the WQ strategy, the grid is determined
by query sizes.

We observe the average per tick execution times of iterated spa-
tial joins on different datasets while varying the number of grid
cells (and thus cell size), determining different numbers of cells
per grid. Results are shown in Figure 8.
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Figure 8: Average objects per active cell vs running time per tick.
Best values are magnified.

For all datasets, we use 500K objects, a query size of 175 u2,
and a 100% query rate. We vary the number of hotspots for the
Gaussian datasets to observe the effects of varying skew. For the
sake of readability, we distribute the curves over two distinct plots.

The optimal numbers of cells as estimated by the grid selection
method are indicated in the figure using magnified symbols (the
same as used for the related plot). For each of these, we also indi-
cate the estimated execution time per tick.
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We observe that the grids estimated as optimal are close to grids
that yield the best actual performance. Further, the estimated ex-
ecution times for the grids estimated as optimal are close to the
actual, empirically found execution times per tick in all cases.

5.2.3 S2: Whole vs. Split Queries Approach
Using the grids for the SQ strategy as provided by the grid selec-

tion method, we study the behavior of the WQ and SQ strategies
when we vary the number of objects and the query size.

To study the former, we fix the query rate at 100% and the query
size at 100 u2. For the Gaussian datasets, we use 200 hotspots,
which yields moderate skew.

Varying the number of moving objects. Figure 9 shows
the execution time for the three types of datasets when varying the
number of objects. We see that WQ consistently outperforms SQ
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Figure 9: Varying objects, running time per tick.

on the uniform datasets and is only slightly worse than SQ on mod-
erately skewed datasets (the Gaussian ones with many hotspots).
We also see that, as expected, WQ performs relatively poorly on
more skewed datasets (the Network ones), for which SQ is the best
solution, at least for large numbers of objects.

The relatively small query size compared to the size of the spatial
region may favor WQ. We focus on this aspect shortly.

Figure 10 shows the findings in Figure 9 from a different per-
spective, by plotting the speedups of the GPU-based solutions over
the CPU-based Synchronized Traversal algorithm. The speedups
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Figure 10: Varying objects, speedup w.r.t. Synchronized Traversal.

achieved on uniform datasets are particularly impressive, in partic-
ular the ones obtained by WQ. For the Network dataset, SQ ex-
cells, achieving a speedup close to x for 700K objects.

Varying the query size. We vary the query area while fixing
the number of moving objects (700K for Uniform, 300K for Gaus-
sian, 500K for Network), the query rate (100%), and the number of
hotspots (200) for the Gaussian data.

Figures 11 and 12 show that WQ degrades rapidly when the
query area increases and the dataset distribution is skewed. This is
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Figure 11: Varying query area, running time per tick.
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Figure 12: Varying query area, speedup against Synchronized
Traversal.

particularly evident in the Network case, where the execution time
quickly becomes unacceptable and the GPU memory becomes in-
sufficient for storing the result bitmaps. In contrast, SQ is able
to maintain consistent speedups, even in the Network case (be-
tween 14 and 16 times). This demonstrates that an optimal grid
cell size indirectly allows us to find a balance between the average
amount of joins per (sub)-query actually computed and a proper
workload distribution over the GPU’s different SMs by avoiding
too many/few objects in some cells.

5.2.4 S3: Covering Subqueries
This study aims to investigate the technique for handling cov-

ering subqueries in SQ. This technique aims to save GPU com-
putations (related to the processing of subqueries) and I/O traffic
(related to result notification). We compare two versions of SQ:
one where the technique is disabled (“Covering . . . : OFF”) and
one where it is enabled (“Covering . . . : OFF”).

Figure 13 summarizes the findings. The first two charts concern
a Gaussian dataset, and the second two concern a network dataset.
The two charts per dataset report running times for the filtering
step and the decoding step. In each chart, we vary the percentage of
covering subqueries with respect to the total number of intersecting
subqueries. This is done by varying the grid cell size.
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Split approach - Output compression performance analysis - Gaussian dataset (250K objects, QA 1752, hotspots 50)
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Split approach - Output compression performance analysis - Network dataset (250K objects, QA 1752)
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Figure 13: Performance analysis for covering subqueries.

We can note that the covering subquery optimization is effec-
tive for both datasets, especially in the filtering step. However, an
appropriate grid cell size must be chosen in order to avoid over-
or under-utilization of GPU resources in the Decoding step. For
both datasets, the best grid cell size corresponds to about 25% of
covering subqueries.

5.2.5 S4: Decoding Cost
In study S3, we observe that a non-trivial part of the computa-

tion time is devoted to decoding. This is seen in Figure 13 where we
observe that the time to perform filtering is often a substantial part
of the overall processing time. However, at the end of the filtering
step, the result is known, even if it is represented in a form that con-
tains both positive and negative query result. This representation of
the result is suitable for several kinds of GPU-based computations,
with no need to decode it to obtain the list-based representation of
the positive result set nor to transfer the decoded data to the host
memory. Examples include the computation of the cardinality of
the result set and the intersection or union of several result sets.
These and other kinds of computations are far more efficient on a
GPU than on a CPU.

Figure 14 shows the impact of decoding on the overall computa-
tion time for a variable number of moving objects in the case of uni-
form and network datasets. The time needed for decoding is non-
negligible in all cases. Thus, there is a clear benefit in avoiding this
step whenever possible, for example by moving subsequent com-
putation to the GPU in case the expected results are very large. Due
to the high cost of decoding, this strategy can pay off even when the
following computations are not more efficient on the GPU.

Further we observe that decoding affects more heavily the com-
putation for the network dataset, probably due to the higher number
of results. To see the effect of the result size, we analyzed the ab-
solute cost of decoding as a function of the number of results to
decode.
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Figure 15 shows that the decoding cost per result decreases as
the number of results increase. For large result sets, however the
variation is very limited. The small range of variation of the cost
per result for significantly different datasets implies that it would
be relatively easy to build an approximate cost model for that part
of the overall computation cost.

In Figure 15 the costs for uniform and network dataset refer to
different x axes due to scaling reasons. The goal of this plot is
to show the decrease of the cost per result and its range for large
result sets, but it is not suitable for making comparison with respect
to datasets.

6. RELATED WORK
The idea of using the abundant and cheap computational power

offered by GPUs in order to boost spatial joins computations dates
back to the era when GPUs did not offer real general purpose com-
puting capabilities and the use of OpenGL or DirectX APIs were
needed in order to have access to their resources [4]. The poten-
tial of GPUs was clearly understood, but the scenarios, the prob-
lems, and the approaches considered at that time were quite differ-
ent from those covered by this paper.

As pointed out in an extensive review [2], the need for managing
continuously incoming and evolving spatial data can be addressed
by the use of simple, light-weight (and, in many cases, throwaway)
data structures, a fact that is particularly interesting when we con-
sider the use of GPUs. However, it is crucial that data structures
and algorithms contend effectively with skewed data and avoid re-
dundant spatial joins and bad workload distributions as much as
possible.
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Recent studies [6, 7] show how uniform grid-based approaches
are particularly attractive when managing continuously incoming
and evolving spatial data in main-memory multi-core settings. Even
if these works do not consider GPU, they nonetheless clearly high-
light how uniform grids could represent a natural basis for paral-
lelization strategies (in the context of GPU) due to their structural
regularity.

Other works consider the problems of building R-trees from scratch
[13] and compute range queries using R-trees [3,13] through an hy-
brid approach based on the combined use of CPU and GPU. While
the goals of these works are different with respect to those pro-
posed here, it is interesting to notice how solving certain problems
is particularly recurrent and challenging when processing massive
spatial data by using massively parallel architectures: (i) finding an
approach that is able to distribute the workload in the most uniform
way (depending also on the spatial data distribution), (ii) arrang-
ing the spatial data by employing proper GPU-friendly light-weight
regular data structures that allow to use the GPU’s features effec-
tively, and (iii) exploiting spatial locality in the data processed as
much as possible.

We are unaware of any existing studies of iterated spatial joins
on GPUs. The most closely related work is focused on point-in-
polygon joins [10]. This work considers a scenario with a massive
amount of static entities, represented by points, and a set of poly-
gons: the goal is to speed up the point-in-polygon tests by cleverly
employing the computational power of a GPU. Although the ob-
jects considered are static and the approach is based on the tradi-
tional filter-and-refine scheme, some of the techniques adopted in
this work resemble the ones adopted in our work. More precisely,
just before the start of the filtering phase, points and polygons are
indexed by a uniform grid. This is done almost entirely on the GPU
side, and it is done in order to (i) reduce the necessary tests and (ii)
take into account the skew related to the spatial distribution of the
points. Finally, the point-in-polygon test performed at the GPU
side can be trivially adapted to process range queries. Even if it
would be possible to adapt parts of this approach to our scenario,
there are key difficulties to consider: (i) the processed data is static,
and the problem of managing continuous streams of updates and
queries is not considered; (ii) applying this approach at each tick
independently to deal with the dynamic scenario would be ineffi-
cient. A quadtree-derived data structure is used to partition the set
of points as uniformly as possible, and the authors shows that this
operation is quite expensive.

7. CONCLUSIONS
We present a novel and scalable grid-based techniques capable of

computing on GPU iterated spatial join queries on moving objects.
The proposed methods are the first known that exploit GPU to solve
efficiently that problem. To achieve this goal we also introduced a
new bitmap-based intermediate data structure that avoids memory
access contention during parallel result output. The approach used
and the data structure is general and can be reused in other contexts
to improve the performance of operations that concurrently write
interlaced list of results using coalesced memory access.

We extensively tested the proposed algorithms to study their sen-
sitivity to parameters and data distribution, and proved that there is
a significant performance gain with respect to the best known com-
petitor on CPU.
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